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Too many companies have wasted time and money 
on failed implementations of voice technology in the 
warehouse.  How could this be?  After all, voice is now 
a mainstream solution for improving pick accuracy 
and worker productivity.  Hundreds of companies have 
deployed it successfully.

Nearly all failed voice implementations can be traced 
to a single factor:  the voice recognizer software that 
“listens to” and interprets what the worker says.  

Although voice technology is now well-respected as a 
supply chain execution system, it does not follow that 
any voice recognizer will work in the warehouse.  If you 
ignore the quality of the underlying voice recognition 
software, don’t be surprised if you join the ranks of failed 
implementers, forever wondering, “How were all those 
other guys successful with voice?”

The Modern DC: A Challenging 
Place for Voice Recognizers
There are literally dozens of voice recognizers on the 
market today.  The overwhelming majority of them are 
designed for use in very controlled environments, such 
as automated call centers and automobiles.  These 
settings are “controlled” in the sense that background 
noise is usually kept to a minimum or a constant level.

But warehouses are dynamic industrial sites where noise 
levels can be extremely loud and fluctuate dramatically 
for unpredictable periods of time.  Warehouses often 
have a cacophony of sound:  palettes banging on 
the floor, forklifts doing let-downs, conveyors starting 
and stopping, trucks backing into loading bays, doors 
opening and closing, radios playing, etc., etc.  All of 
this combines to make warehouses among the most 
challenging places on the planet for a voice recognizer to 
work.

At the same time, the DC job that voice systems 
tackle is one that demands repeated action and quick 
movement – order selection.  The whole justification 
for voice technology involves incremental increases in 
worker performance across hundreds of repetitive tasks 
over a full shift.  Workers must be hands-free, which is 

why “push to talk” systems fail on the most fundamental 
requirement of a voice solution.  

If the recognizer makes a mistake, the worker must 
repeat himself and productivity suffers.  Any time this 
happens, the voice system is not delivering … if it 
happens more than a few times, workers get frustrated 
and eventually fed up.

So, we have the intersection of a very noisy, demanding 
environment with the need for extremely high recognition 
performance.  Adding to that challenge is the fact that 
many DCs employ a diverse workforce, with workers 
who have differing native tongues and a wide variety of 
accents.  Many companies have tried to take shortcuts 
by using “consumer grade” recognizers in the DC.  They 
are the enterprises with voice projects that have been 
shelved and a net loss instead of a gain from their 
investment in voice.

Companies evaluating voice ignore the track record of 
the underlying speech recognizer at their peril.

Achieving 99.9% Accuracy: A Case 
Study
At Voxware, we know that 99.9% recognition accuracy is 
essential for maximizing the benefits of voice technology 
in the warehouse.  Customers get this performance from 
our software, regardless of how noisy or demanding the 
operating environment may be.

We created the Voxware Integrated Speech Engine 
(VISE) specifically to operate in very high noise settings 
without compromising recognition accuracy.  We refined 
VISE over 25 years, invented a series of breakthrough 
capabilities, and received eight speech recognition 
patents.  We also developed rigorous processes to 
ensure consistently high recognition rates no matter what 
mobile device is in use, what language is spoken, or what 
environmental circumstances exist.

As a result, we’ve been delivering highly successful voice 
solutions to the warehouse for more than ten years.

How do we do it?  The power of VISE is not derived from 
a single capability, but from numerous advancements 
we’ve developed over the years, which we will describe 
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below.  Not every item is unique to VISE, but the 
combination of them is – and makes VISE the most 
powerful speech recognizer for industrial environments 
on today’s market.

A Speaker Dependent Recognizer
Speaker dependent recognizers are “trained” to 
recognize the way a specific user says a vocabulary 
of words.  They differ from speaker independent 
recognizers, which do not require training. 

Most of us have experience with speaker independent 
recognizers that are widely used for customer service 
applications such as airline reservations.  They can 
do an adequate job of recognizing a limited number of 
words in a very controlled setting.  Even then, we often 
find ourselves having to repeat what we’ve said to these 
recognizers.

VISE is speaker dependent.  It leads users through a 
training session and creates a voice profile for each 
person that is specific to that person’s way of speaking.  
User training paves the way for highly accurate 
recognition.  While one might think that the difference 
between, say, 95% and 99.5% recognition accuracy isn’t 
that great, in financial terms such a gap is large enough 
to wipe out the ROI expected from voice and makes user 
adoption difficult. 

It is tempting to think that user training is a waste of 
time.  Predictably, some new entrants into the market for 
voice-driven warehousing solutions are selling low-cost 
speaker independent offerings – and they emphasize 
that there is “no need to train” workers.  As usual, you 
get what you pay for.

Models show that the time gained by skipping training 
is usually lost within the first week of production use 
through mis-recognitions when compared to Voxware’s 
VISE.  After that, because the recognition rate is not 
improved, the cost continues to mount and can easily 
surpass $20,000 in wasted worker time over a year of 
use in a medium-sized DC. 

VISE operates successfully in high-noise facilities where 
workers come from many different ethnic backgrounds, 
speak different languages to the system, and have many 
different accents.  Being speaker dependent, VISE 
creates a highly accurate voice profile for each individual 
worker.

A Diverse Workforce
Warehouse workers come from many regions and ethnic 
backgrounds.  Their speech and accents vary widely.  
Speaker independent recognizers struggle with non-
native accents because they are built for native speakers.  
Imagine trying to use a speaker-independent US English 
recognizer with a workforce that speaks with a thick 
foreign accent. Recognition accuracy drops substantially, 
and there is little or nothing that the workers or their 
supervisors can do about it.  When deployed in a DC, 
such a system may provide benefits to the workers it can 
understand, while other workers actually suffer massive 
productivity losses.  

On the other hand, a speaker dependent recognizer 
like VISE is automatically optimized for each worker 
via the training experience.  It “learns” how the worker 
speaks, and creates a voice profile that enables 99.9% 
recognition accuracy, even in loud environments.  With 
VISE, a warehouse can employ workers from many 
different backgrounds and expect the same performance 
no matter which worker is doing a task.
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Noise Adaptability
Many voice recognizers try to handle background noise 
by blocking it out with “noise-reducing” microphones.  
If using a noise-cancelling microphone is the only 
approach to handling background noise then recognition 
accuracy will never be adequate for most warehouse 
environments.  Why?  DCs simply have too much noise 
with wild fluctuations for a noise-reducing microphone to 
handle.

Voxware developed sophisticated software technology 
that cancels out background noise.  VISE actually 

“listens” for background noise and eliminates it – thus 
allowing the recognizer to process only what the worker 
said.

No other recognizer has this same technology.  We’ve 
run VISE in some of the loudest places you’ll ever find 
– sawmills, airport runways, and very loud DCs – places 
where workers must wear protective ear coverings – 
and it still recognizes what users say with near 100% 
accuracy.

Our customers can operate facilities with multiple 
chambers that have widely differing noise levels, such as 
a freezer versus an ambient storage area.  Workers can 
move to a new work area and simply give the “sample 
noise” command.  VISE calibrates its performance to 
account for the difference between the old and new work 
area, and the worker loses no time.

Continuous Recognition
VISE is optimized to recognize phrases, as opposed to 
individual words.  This enables Voxware users to speak 
much longer strings of numbers and words than those 
who work with other recognizers.  This capability is 
known as continuous recognition.

While some may argue that workers could proceed 
faster if they spoke mostly in single-word utterances, the 
reality is that productivity is often further enhanced by 
continuous recognition. 

Because VISE is a continuous recognizer, workers can 
combine into one response utterances that would take 
two or even three interactions using a discrete word 
recognizer. For instance, a Voxware site can combine 
the location check, quantity picked and put to a specific 
location all in one phrase: (See Figure 1)  “Check 457 
Grab 6 Put to Alpha.”  Other systems would need to 
break this up into as many as three interactions so that 
the recognizer would not become confused.

We call this feature “expert mode” and our customers 
use it to get an even higher boost in performance from 
their good workers, while newer workers use a dialog 
that requires separate interactions – until they too gain 
experience.   This would not be possible if VISE was not 
a continuous recognizer.

Figure 1
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Smart Filtering for
Out-of-Vocabulary Words
VISE always “knows” what it is listening for.  When a 
worker stops to engage a colleague in conversation, 
VISE ignores what the user is saying, and continues to 
wait for the expected response.  This feature is called 
“out of vocabulary rejection.”  

VISE automatically resumes recognition when it hears 
the worker speak the expected command or response.  

Other recognizers cannot tell when a worker is not 
speaking to the system, and therefore they interpret 
everything the user says as input.  Thus, when a worker 
has to talk to someone else, he or she will need to 
take off their headset or cover the microphone in order 
to spare the recognizer from getting confused and 
prompting for a correction.  Often overhead paging 
systems are loud enough to set off speaker independent 
recognizers, frustrating users and eroding productivity.

But Isn’t VISE a “Proprietary” 
Recognizer?
All speech recognizers are proprietary.  Some are just 
more widely used than others.  There simply is no 
defined industry standard, not is a “standard” recognizer 
on the market.  However, the “proprietary” argument 
is simply a sales tactic designed to create FUD (fear, 
uncertainly, and doubt).  Why?  Although VISE is 
proprietary, like all recognizers, it is also open.  In fact, 
it is the only open, standards-based recognizer with a 
proven track record in warehousing deployments.  

Any software product that uses industry-recognized 
standards is an open product, even if it was created by 
a specific vendor.  Anyone who knows VoiceXML could 
create an application that can interact with Voxware’s 
VISE – or with any other VoiceXML-based recognizer.  
That’s openness.

At Voxware, one of our core competencies is voice 
recognition software.  VISE is the most advanced 
recognizer available for the kind of applications that 
modern DCs need to voice-enable.  Since our system is 
open and standards-based, Voxware can easily use a 
different VoiceXML recognizer if one is found that could 
deliver better performance than VISE.  This philosophy 

gives our customers maximum performance today and 
flexibility for tomorrow.

Voice Device Certification
Voxware’s software is hardware independent.  We use 
recognized industry standards, enabling our customers 
to port their voice applications to new devices if they so 
choose, without a need to rewrite any code.  This is a 
significant benefit that saves customers a lot of money by 
broadening their hardware choices, but one that requires 
the voice vendor to do a substantial amount of work.

Voice-enabled devices are not all alike.  They are 
manufactured using differing designs, components, and 
internal performance metrics.  In order to make VISE 
produce equivalent performance on all the devices we 
support, Voxware has developed a rigorous device 
certification program.

We work with manufacturers to help them produce units 
with the requisite audio performance and quality.  Our 
hardware certification program involves four phases and 
over thirty individual tests and procedures. (See Figure 
2 on page 6) Different internal groups exercise the VISE 
software, using test applications that execute for two or 
more days at a time.

Most voice solution providers do not own or control 
the voice recognizer software they have packaged into 
their products.  They cannot truly certify devices for 
recognition accuracy because the key component – the 
speech recognizer – is not theirs.

What’s worse, many voice products being sold into the 
warehousing market are based on recognizers created 
by companies that do not test or certify devices for 
performance in high noise environments at all.  They are 
consumer-grade recognizers that were built with other 
applications in mind.

When your target application has to run in a demanding 
noise environment such as a modern warehouse, and 
you have a commitment to hardware independence, 
then a hardware certification program like Voxware’s 
is a necessity.  As creators of our VISE engine, 
Voxware is the only company who can certify devices 
for voice applications in the warehouse, and we have 
demonstrated our commitment to doing so.
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Still Think the Recognizer Doesn’t 
Matter?
We’ve described a lot of inventiveness and hard work 
that goes into guaranteeing recognition accuracy in a 
high noise setting.  Any vendor who doesn’t have the 
right software, and who doesn’t take the steps to ensure 
equivalent performance on a range of devices, cannot 
possibly offer an open, high performing voice recognition 
system for the warehouse.

Operations executives don’t like investing in supply 
chain technology only to discover that it can’t deliver 
results.  Voice-directed warehousing can deliver huge 
cost savings while improving a facility’s customer service 
levels.  To realize these benefits, you need 99.9% voice 
recognition accuracy.  Unfortunately, many products 
on today’s market can’t deliver at that level despite 
overhyped marketing claims.  Voxware’s VISE has 
proven many times that it works with all types of speakers 
in noisy places such as your warehouse.

Some of Voxware’s 30+
Voice Certification Tests

Test Function Results

Test Gain Levels Passed
Frequency Verification Passed
Deviation Testing Passed
Transaction Time Management Passed
Device Battery Life Passed
Crash Recovery Passed
Suspend/Resume (50X) Passed
Out of Range (5X) Passed
Voice Training Passed
Voice Mail Passed
Voice Application; Picking Passed
Browser Starts on Warm Boot Passed
Dual TTS Passed
Volume Up/Down Passed
Backlight Passed
VXMLTEST APP Passed
Recognition Test Passed

Figure 2


